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Abstract
The growing power of PCs and the work carried out on fast algorithms now allows to implement a whole real time ISO MPEG Layer II encoding/decoding platform on a 100 MHz Pentium mother board. Outperforming the quality of the MPEG Audio public C-code and fitted with the ETSI DAB standard, the full software Layer II encoder is particularly well-suited to cost effective and versatile realizations of PC-based consumer as well as professional multimedia applications.

1. Introduction
Besides the need of audio compression to drastically reduce the bit rate, which has brought about an extensive work in many labs, current algorithms must also provide the users with functionalities that enhance the handling of the encoded bitstreams.

Generic audio algorithms are generally not designed to offer a high level of error resilience. However, all bitstreams should include an error detection (eg by way of a checksum) covering the most sensitive information. Furthermore, the use of variable length codes (Huffman codes, arithmetic codes ...) should include specific technics such as short segmentation of the bitstream to keep the receiver synchronized with the beginning of each word, especially in the case of an accidental bit switch.

In the context of compressed file addressability, an easy handling of bitstream falls within our scope. To make rough copy/paste operation transparent for the user, frames should be treated as independent objects. However, this heavily penalises the efficiency of encoding systems in that it prevents the use of powerful techniques such as prediction to further enhance the coding gain resulting from the filterbank, and the bit reservoir technique that shares out available bits over a few frames.

Creating multimedia libraries requires a world-wide standard that guarantees a quasi perennial access to archives, regardless of hardware evolutions, since duplicating and updating software are much less demanding than equivalent operations carried out on hardware. Moreover, the selected standard has to match other major standards applied to broadcasting as closely as possible.

2. The ISO/MPEG Audio solutions
2.1. An overview of MPEG audio
Resulting from a two major steps in standardisation processes at the beginning of the nineties [1991,1994], the ISO MPEG Audio standard describes a family of algorithms ranging from 8 kbit/s to about 1 Mbit/s, from one channel up to 5+1, plus additional commentary channels, from low complexity at both encoding and decoding sides to high complexity at both decoding and encoding sides.

The first step of the standardisation process aimed at selecting algorithms with growing complexity and efficiency designed to yield compression to moderate bit rates (around 100 -150 kbit/s per channel) and reaching a level of quality called ´†transparency†ª, under statistical criteria and under given test and material configurations, with respect to the original 16 bits , 48 kHz sampled sound. As a consequence, three algorithms — the so-called MPEG1 layer I, layer II, and layer III — have been standardized [1].

An additional need had arisen since, and new standards had to be designed to process multichannel audio and to reach bitrates as low as 16 kbit/s or 8 kbit/s for reduced frequency audio sources. Previous MPEG1 syntax makes a 32 kbit/s bitstream theoretically possible, but since those algorithms were designed to process high quality audio, they behave sub-optimally in the case of very low bitrates, where a loss of quality can not be avoided.

MPEG2 standard [1994] renewed the three layers with a MPEG1 compatible matrixing to fulfill the multichannel requirements and a backward compatibility functionality, and with a MPEG1-like algorithm processing audio data having a reduced sampling frequency, with higher subjective quality at the price of a lowered bandwith.

2.2. The Layer II solution
Often called the MUSICAM encoding scheme, the layer II solution offers a good trade-off between functionalities such as error resilience, addressability, and even complexity, and efficiency on the other hand. Its main features are the following:

· 32-subband filterbank with highly optimised rejection rate, which keeps the quantization noise within strict bounds, resulting in a high robustness when codecs (encoders/decoders) are cascaded.

· Simple block compounding linear quantization in each subband, with the transmission of an intensity factor (the so-called scalefactor) and allocation index, to make a low complexity wholly assisted decoder, and to avoid the use of a variable length code, having bad consequences on error resilience.

· Intensity stereo mode to transmit only one channel — generally the sum of the samples — and two scalefactors for all subbands above a given subband (which number may be 4, 8, 12, or 16). For bitrates around 2*96 kb, the intensity stereo mode is a good way to verge upon transparency, whereas for significantly lower bit rates, a modification of the stereo image is less disturbing than quantization noise over both channels.

· Independence of encoded frames: no backward knowledge of the bitstream is required to fully interpret and recover the whole range of transmitted subband samples and side information within a frame. This enables an easy handling of the bitstreams, taking advantage of a high addressability.

Since the standardization process, the MPEG Audio layer II has been recommended by ITU-R for emission, contribution, and distribution in the radio broadcasting context and in the digital TV broadcasting context. In Europe, it is part of the ETSI DAB (Digital Audio Broadcasting) standard [2] and is recommended for DVB (Digital Video Broadcasting). DAVIC recommends its use for sound representation in audiovisual multimedia applications. It is used in many industrial standards for satellite broadcasting (ADR, DirecTV), storage (CD-i, Video-CD, DVD (Digital Versatile Disk), ...) and in many other applications (transmission links, disk-based storage and editing, ...).

Having been submitted, as source encoding algorithm, to many competitive critical comparison listening tests, conducted by international organisations, including ISO/IEC, ITU-R, or EIA, Layer II performances have often been successfully assessed.

3. A decoder called PlayerII

3.1. The CD-Player-like constraint

In the context of multimedia file handling, the use of uncompressed PCM audio data requires massive storage equipment. As one minute of stereo CD quality sound represents around 10 Megabytes, this tremendous data amount drastically limits the maximum duration of fast access multimedia data bases and heavily loads the network constraints. However PCM audio files enable user-friendly players that provide users with CD-player-like interfaces. All ´†visual†ª systems currently offer basic PCM file readers, with a time counter, a scroll bar, fast forward and fast backward during reading functionalities. In connection with the standard ´†file open†ª box, some of them now enable to handle play lists, which is a major issue in the context of file sequencing. Moreover, the scroll bar enables a direct access to any part of the file, regardless of its length, which hardly exists on a few professional CD players.

To make compressed files as handy to play with as basic PCM audio files — and even more handy due to the beneficial effects of data reduction on time access — a MPEG player should now provide the user with all those functionalities to simulate a transparent use of (de)compression.

3.2. Playing with MPEG audio files
Starting from the previous ideas and needs, the lack of full software real time MPEG audio players becomes obvious. Low complexity decoders can be currently found as freeware in the Internet, but they do not provide as many functions as a standard PCM file player. Therefore, a user-friendly decoder called PlayerII has been developed and now makes MPEG audio files play as handy as a single PCM file reading. Figure 1 displays the elementary functions of playerII.

Moreover PlayerII addresses a more professional use. Making no approximation on the filterbank —see part 4.2 for further details about the optimisation— it plays any layer I or II MPEG 1 or 2 files —MPEG 2 multichannel is decoded in the MPEG1 compatible way—  using fully compliant core signal processing routines (down to the Less Significant Bit with respect to reference decoders). Therefore, the decoded sound can be saved on the hard disk or onto any external storage media, and a single change in the output routine makes a compliant 24-bits output possible. Quality assessment of the encoded bitstream may be possible in this context, in real time if the standard sound board of the personal computer delivers a digital output to take advantage of an external high quality audio converter.

Besides user-friendly functionalities and fully compliant decoding, a decoder should also give information about any frames of the file to check out the bitrate
, the mode used, the bound value, the copyright... Figure 2 displays the information window of PlayerII, available and updatable for each frame.

PlayerII exists in the Mac World as well as in the PC world. To decode any MPEG 1 or 2 (layer I or II) files, it requires at least a 60-Mhz Pentium, or a PowerPC 7500.

4. The real time PC-based encoder
4.1. Introduction
Contrary to the decoding process, the ISO MPEG standard does not specify the encoding part of the system and considers the encoding side as an informative part of the standard. Therefore, it warms up the bed to any further improvement, provided that the bitstream be compliant with the MPEG audio syntax. Therefore, implementing a layer II encoder gives both the opportunity to find fast algorithms that make the encoder less demanding on the CPU power with the very same quality and the opportunity to develop additional features to enhance the overall encoding quality.

4.2. Basic properties of a full software real-time solution
Having a real time encoder running through a window interface enables a manual tuning of some inner or outer parameters of the encoder. A psychoacoustic model can therefore be optimized by real time tuning, or the variations of quality can be assessed when the bitrate is changed or when the mode (stereo, joint stereo...) is changed. Such software solutions give an easy opportunity to enhance the quality of further released versions.

In the context of Digital Audio Broadcasting, a single button switches the encoder to the DAB mode to yield encoded bitstream compliant with the ETSI-DAB standard [2].

4.3. Complexity reduction
The psychoacoustic model
The psychoacoustic model targets at computing an injectable noise curve, which represents the maximum level of noise an encoder can add to the incoming signal that remains just unnoticed by the human ear. This curve is obtained in the frequency domain and therefore requires a time domain to frequency domain transform. The level of quality reached by an encoder is closely related with the accuracy of the psychoacoustic model. It is supposed to match the human ear perception as closely as possible to deduce fundamental information for the rest of the encoder ( bit allocation, intensity stereo parameters,...). In classical MPEG audio implementations, the psychoacoustic model requires around half the total CPU demand, which makes a heavy burden to any efficient implementation.

In its informative part, the ISO/MPEG standard presents two psychoacoustic models, the so-called model I and model II that  can be both used with any layer. Those models are of a growing complexity and efficiency when applied strictly as described in the standard. They differ by the distinction between tonal components and non tonal components of the incoming signal spectrum, the modelisation of the cochlear spread function and the sensitivity over the whole MPEG frame. However, we will started from model I and drove our quality assessment core experiment with model II as an anchor.

The most consuming part of the psychoacoustic model comes from the Fast Fourier Transform that outputs the spectrum of the audio samples. A reduction of complexity by a factor around 2 can be observed at this stage. As the audio signal is real, a FFT of the half order is sufficient to derive the spectrum, provided that a few linear combinations be used at both sides of the FFT. In the case of a stereo signal, one can also implement a single full order complex FFT to compute the spectrum. Further details about those algorithms may be found in [3].

Another consuming part of the psychoacoustic model 1 is the convolution of the spectrum with the cochlear spread function along the Bark scale (the Bark scale is the pseudo logarithmic frequency scale used by the inner ear). A fast algorithm can be derived using a fast convolution process, resulting in a reduction of the computational load by a factor of 8.

The filterbank
A lot of papers have been published hitherto in the fields of complexity reduction of the MEPG audio filterbank. Three ways of optimization can be noticed:

· A first way to reduce the complexity is to model or to shorten the prototype filter[4]. This solution yields interesting results as long as a full quality software is not required. However, as we aim at reaching the highest quality, we have to resort to ´†fully compliant†ª solutions, having a filterbank implemented with floating point arithmetic.

· A second way to reduce the complexity is to start from the algorithm described in the standard and to rewrite it in order to match the pipe-line structure of the targeted microprocessors, and to benefit from the memory cache[5]

· A third way has given birth to many papers[6][7]. The basic idea is to resort to a fast DCT algorithm and to take advantage of the symmetry of the prototype filter.

In our implementation, we tried to combine both advantages of the second and the third way of optimization. It is a well-known phenomenon that reducing the total number of additions and multiplications does not necessarily lead to the fastest implemented algorithms, since a single load instruction may cost as much time as an arithmetic operation. Therefore, the 32-point DCT matrix multiplication can successfully be unrolled through the use of a flow chart.

The bit allocation procedure
The goal of the bit allocation procedure is to distribute the available bits, in connection with the signal to mask ratio (SMR) derived from the psychoacoustic model output. As presented in the ISO standard, all (channel, subband) pairs are reviewed and the most demanding one, according to the SMR criterion, is selected. If the number of available bits is sufficient to increment the allocation index of the subband, then the allocation index and the SMR are updated, elsewhere the pair is put offside. The allocation stops when no pair can have its allocation index updated, due to a lack of available bits.

Such a procedure aims at having a quantization noise curve just shifted from the SMR curve, but it suffers from a computationally intensive maximum value search. An enhancement presented in [5] uses a structure-tree with a seeking algorithm close to the so-called ´†heap-sort†ª algorithm. During the allocation procedure, the length of the tree is reduced until it reaches the null value. An alternative solution used in our implementation consists in keeping the size of the tree constant and setting the SMR of any un-updatable pair to a very low fixed value. The algorithm stops when the upper value of the tree is this fixed low value.

Results
With the previous programming methods, a PC fitted with a 100 Mhz Pentium can now run a stereo encoding of a 48 kHz sampled audio signal under Win95 system in real time. Any Pentium can run a mono encoding, or a stereo MPEG2 (with reduced frequency) encoding. Therefore, the Window standard functions to access a window compatible sound card make the creation of MPEG audio data bases possible with no resort to an expensive intermediate stocking operation, or to dedicated hardware.

4.4. Enhancing the quality of a layer II encoder
As the encoding part of  the standard is just informative, the MPEG audio leaves doors open for further quality enhancements, which makes it possible to outperform the performances of the public C-code software.

The psychoacoustic model
Having chosen the psychoacoustic model 1 for the sake of real time constraints, the availability of the fast convolution algorithm enables the use of a refined cochlear spreading function, which leads to a significant gain of accuracy in the psychoacoustic model.

The intensity stereo mode
For bitrates under 192 kbit/s in the case of a stereo signal, the use of the intensity stereo mode proves to be quasi-mandatory to reduce the artefacts, and even to exchange some stereo image with a lowered granular quantization noise when the bit rate is around 128 kbit/s. The intensity stereo mode of the public C code owns  a function that chooses the bound value — the value that specifies the lower subband where intensity stereo is used. Percussive sounds are somehow tricky to encode with a large number of joint subbands, whereas sounds having a very rich harmonic spectrum can benefit from a large number of subbands switched to the intensity stereo mode. However, switching from  a bound value to another at each frame leads to artefacts that strongly disturb the reconstructed audio signal.

Another drawback of the intensity mode, as it is described in the informative part of the standard, is the aliasing that appears when scalefactors are applied to a signal they are not associated with. Regardless of the quantization noise, aliasing cancellation does not occur when adjacent subbands have their gain changed separately along the frequency axis. This phenomenon gets even worse when the transmitted channel receiving information from the left and the right channels is not a fixed linear combination of both channels.

Facing this aliasing risk, it is worth adding a constraint to the evolution of the scalefactors along the frequency axis. Such a small increase in complexity leads to a significant gain in the intensity stereo mode.

The preallocation procedure
The classical ISO MPEG layer II allocation algorithm suffers from switches between allocated state and non allocated state for a given subband along the time axis. This phenomenon brings clearly audible artefacts for bit rates under 80 kbit/s per channel, especially under steady state conditions where the ear detects any new event (eg the burst of energy in a subband newly allocated) with an increased accuracy. 

An efficient solution to reduce those artefacts is to add a constraint on the allocation for bitrates lower than 80 kbit/s per channel: a previously non allocated subband should only be allocated in the case of a significant scalefactor evolution within the last second of encoded sound. Reciprocally, a newly allocated subband should be allocated during a minimum number of frames. These constraints may be added to any allocation procedure receiving the total amount of available bits as inputs, the SMR values and the allocation indexes to update (null indexes if no preallocation is used). Indeed, a preallocated  subband has its index set to one, and the amount of bits lowered consequently, whereas an allocatable subband has its SMR fixed to a very low fixed value. Figure 3 gives an overview of the preallocation procedure.

Results
A formal listening test has been carried out — with only few restrictions to the methodology recommended in ITU-R rec. BS1116 (mainly a smaller number of listeners, listening with Stax Lambda pro headphones only) — to assess the quality of the optimized encoder vs the quality of the public C-code under the following conditions :

· Two bitrates 128 kbit/s and192 kbit/s

· Intensity stereo mode

The 5 grade impairment scale is recalled in figure 4. Eight expert male and female listeners, who have been involved in audio subjective quality tests for several years, took part in the experiment. The test material, selected among usual critical sequences, used the following items :

1. castanets (from EBU SQUAM CD)


[´†casta†ª in the charts]

2. bass clarinet (from EBU SQUAM CD)


[´†cla†ª in the charts]

3. glockenspiel (from EBU SQUAM CD)


[´†glock†ª in the charts]

4. harpischord (from EBU SQUAM CD)


[´†har†ª in the charts]

5. pitch-pipe (from Dolby Labs)



[´†pitch†ª in the charts†]

6. suzan vega






[´†suz†ª in the charts]

7. water (Roland Dimensional Space processor Demo)
[´†water†ª in the charts]

The analog interfaces of the PC have NOT been used to benefit from more sophisticated digital to analog conversions at the output, and to take advantage of the previously digitized sound files. The figures 5 to 9 use the classical MOS (that stands for Mean Opinion Score) to quantify the averaged difference found between the original file and the encoded-decoded one. This difference is expressed as the difference between the MOS of the hidden reference and the MOS of the coded item. The lower the value, the better the encoder.

Results presented on figure 9 report a significant improvement at both bitrates 128 kbit/s and 192 kbit/s, which makes the real time encoder better at 128 kbit/s than the public C-code at 192 kbit/s. In figure 5, the transparency criterion —defined as the overlap between the confidence interval and the X-axis— is not obtained at 192 kbit/s on some of the sequences. However, one shouldn’t draw conclusions about transparency since the experiment may not be fully significant, due to the above-mentioned simplifications of the methodology. Nevertheless, the tests give a good indication of the quality level reached by our encoder at 128 kbit/s and 192 kbit/s.

5. Conclusion
The growing power of personal computers as well as an extensive optimization of MPEG encoding software now makes possible to implement a full software MPEG layer II codec that performs real time processing on a 100 Mhz Pentium-based PC. Facing the public C-code delivered by the ISO standard, this new software yields better results in terms of CPU requirements ans in terms of final quality. However, such a software suffers from the poor quality of the analog to digital and digital to analog conversions provided by basic PC sound boards. Those poor  SNR, as well as the growing number of digitized archives, currently recommend a direct access to audio CD samples through a bus and a CD-ROM player.

Thus, professional demanding applications like DAB can benefit from our highly flexible and cost-effective first rate full software encoding solution.



figure 1 : PlayerII and its functionalities









figure 2 : The information window delivered by PlayerII



figure 3 : The pre-allocation algorithm






figure 4 : The ITU-R (former CCIR) 5-grade impairment scale




figure 5 : Differential MOS of the new encoder at 192 kbit/s (intensity stereo mode)



figure 6 : Differential MOS of the new encoder at 128 kbit/s (intensity stereo mode)



figure 7 : Differential MOS of the Public C code at 192 kbit/s (intensity stereo mode)




figure 8 : Differential MOS of the Public C code at 128kbit/s (intensity stereo mode)



figure 9 : Average differential MOS of the Public C-code vs the new encoder
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� Strictly speaking, a change of bitrate within a MPEG layer I or II file is not part of the standard, but as some encoders use it to match the bitrate to the psychoacoustic requirements better, PlayerII refreshes the bitrate at each frame.
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